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Environmental Science:


Sampling

URL:  

http://mathbench.umd.edu/modules/env-science_sampling/page01.htm
Note: All printer-friendly versions of the modules use an amazing new interactive technique called “cover up the answers”.  You know what to do…

Counting Dandelions (and other organisms)

Much of biology and ecology is concerned with populations: how many organisms are there? Are there as many as last year? Are there as many in a polluted environment as in a clean environment? What about climate change? [image: image19.jpg]


Urbanization? Dust storms? Sun spots?

The organisms in question might be elephants or coral polyps or garden weeds, but many populations share a frustrating characteristic: they are difficult to count!

In fact, it’s impossible for scientists working with a large population to count every individual organism. Luckily, there is a simple and statistically sound way to estimate the size of a large population – take a random sample. 

Sampling on a grid 

First thing first, what is a random sample?

· "Sample" in this case means a small amount of something -- like when you sample some ice cream before you buy a whole cone. So, if you sample the population, you count only SMALL parts of it, not the whole population!

· "Random" means you pick the samples randomly. You obviously don't want to count only the densest weedpatches and assume that you can use that to estimate the entire population (unless you're being paid to get rid of them, I guess). But humans, left to their own devices, will usually pick areas that are very dense or very sparse, without even realizing it. So, instead we use some way to pick the areas to sample randomly -- this could be dice, or a table of random numbers, or a computer program, or anything that is "mindlessly" random. More on that later...

To count the dandelions, we'll first create a grid, then use the computer's random number generator to tell us which grid squares to count. We'll do this 10 times, because, as you'll see, the counts in the different grid squares will vary a lot. 

After you count 10 squares, you'll use the average number per square to estimate the population of the entire lawn.

	The online version of this module contains an interactive applet which allows you to use a grid to sample. To find this applet go to: http://mathbench.umd.edu/modules/env-science_sampling/page02.htm
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Scaling up ... way up

We were able to estimate the total number of dandelions in our yard by scaling up from the sample data. Our sample segments represent the entire lawn on a smaller scale. Once we have an estimate for the average number of dandelions in the sample square, we could scale up to the entire lawn by multiplying that number by the total number of squares in the yard. Or put another way; multiply our estimate of the number of dandelions in a 1m2 sample by the total meters of lawn. 

We could keep going and calculate an estimate of the number of dandelions in your neighborhood or even in the entire state of Maryland by continuing to scale up from our original estimate. 
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We might even find that Maryland has so many dandelions that we should take advantage of this rich natural resource and go into the business of making dandelion wine, salads, salves and other specialty products (as there really are an amazing number of uses for such a humble weed!). 

Keeping it random
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You used an applet to randomly select the 10 grid segments. Why is it important to randomly select segments to count? 
 
It's something called "experimenter’s bias"! You can’t help but be a little biased. You as the sampler might have a tendency to choose the most conveniently located segment, or the fullest segment, or the least full segment, or the most interesting looking segment, or the segment the farthest from the beehive…..

BUT - for the random sample to be really, really, random, all members of the population need to have an equal chance of being selected. To overcome experimenter’s bias, there are all sorts of different ways to generate a random selection. In the olden days, we used random number tables (like the one on the left, titled "Ten Thousand Random Digits") to come up with numbers. The tables would be conveniently placed in the back of your text book, but using them was painful. 

Thankfully, in this modeern age, computers can efficiently generate random numbers for us (like in the applet below) and we can now leave the random number tables with the abacuses and slide rules. 

	The online version of this module contains an interactive applet which allows you to generate random numbers. To find this applet go to: http://mathbench.umd.edu/modules/env-science_sampling/page04.htm
	[image: image4.png]Tees
R

Gewnerator
o o N

bound.

upper A

Boina. 3







When size matters... (Sample size, that is) 

Determining sample size is very important. If your sample is too large, you will be wasting time and money. If your sample is too small, your results will not be very accurate. Like Goldilocks, you need the sample size that is “just right”.   

When we collect sample data and take the average of those samples, it will usually be different from the actual population average. Yet as we increase the number of samples, their calculated average gets closer and closer to the actual average for the whole population. And if we take so many samples that we have sampled the entire population ... then the sample average would BE THE SAME as the actual average. 

A simple way to determine the appropriate sample size is to graph a running average from the samples. Use the applet to add samples to the graph and watch the calculation for the number of dandelions counted per square. When you think you have a good estimate of the average number of dandelions in the square, click on "Stop Counting" and follow the directions.

	The online version of this module contains an interactive applet which allows you to count dandelions. To find this applet go to: http://mathbench.umd.edu/modules/env-science_sampling/page05.htm
	[image: image5.png]Running Average: ¥ o dandelions

ot dimpies







Notice that the graph fluctuates then starts to level out. This happens EVEN IF the actual dandelions are unevenly spread. When it starts to level out, your sample size is probably big enough. 

You may also notice (depending on how your computer is running today) that the estimate of population size is not always a very good estimate, even if you do everything right. This is what happens in real life as well. It's a bummer, but that's the tradeoff you get for not having to count every [gosh-darn] dandelion.

Presence/Absence vs. Abundance

When you count the actual number of organisms, like we just did for dandelions, its called measuring "abundance." That made sense because its easy to recognise a single dandelion, and they don't move around too much. But some organisms are harder to count, and for them there is another way: recording "presence or absence" of the organism in the grid square you're looking at. So, 

Abundance is the actual number of individuals in a given area, so in our case, the number of dandelions in each 1m2 sample segment. Our backyard dandelion study relied on abundance data. Abundance can be fairly time-consuming to determine.

Presence/absence is relatively easy data to collect. You simply determine many small areas (or points) to be sampled and record whether the organism was observed or not. To do this with the dandelions, we would have had to look only at the very center point of each sampling frame, and recorded whether there was a dandelion present or not. A simple yes/no will do just fine. 

 Why did we decide to use abundance over presence/absence? Generally, presence/absence is best (and often the only option) when:

1. the organism is too hard to count (for example, insects which move too fast), or

2. it is too hard to distinguish a single individual (for example, mold on bread, as in the picture to the right), or 

3. you are more interested in the area covered than the actual number (for example, the amount of forest, rather than the number of trees).

OK, now here are a few examples to consider. 

	Would you choose presence/absence (P/A) or abundance (Abund) for the following organisms? 

	Question
	Choices
	Answer

	Grass growing up through the sidewalk - grass “individuals” are hard to determ
	P/A or abundance 
	P/A, grass “individuals” are hard to determine and knowing how much of the sidewalk is affected is probably the more interesting question

	Cattle grazing on a pasture - you can definitely pick out the individuals and I’ve never seen a cow move too fast to count!
	P/A or abundance
	Abundance, you can definitely pick out the individuals and I’ve never seen a cow move too fast to count!

	Seagulls along a 5 mile coastline - this
	P/A or abundance
	P/A, this one could go either way, but birds often do move too fast to count accurately

	Cancerous moles on a sunbather - a der
	P/A or abundance
	Abundance, a dermatologist will want to know actual numbers, and they're not going anywhere

	Mold colonizing bread – a mol
	P/A or abundance
	P/A, a mold “individual” is pretty hard to determine

	Elm trees in a neighborhood - ea
	P/A or abundance
	Abundance, easy to count given the relatively small area


Collecting P/A Data 

Suppose you are interested in not only the dandelions in your yard, but also the moss. (You know how a moss infestation can give your lawn a mangy look that drives lawn enthusiasts a bit crazy?) How would you sample the moss? You certainly can't pick out an individual moss and count it...

Of course, you already know that moss should be sampled using the presence/absence method of counting. When we do P/A sampling, we don't pick a grid square -- instead, we randomly pick individual points to sample. And we'll need a lot of them to get a good estimate.

Just like for abundance sampling, we need to use a random sampling technique for presence/absence data. In this case, it's a bit like throwing a dart randomly at a map. 

Once we complete our study, we will have an estimate of the moss’s range in the yard (for example, it may cover 10%, 30%, or even 75% of the sample area). We’ll have a better idea of just how serious the moss infestation is.

Let’s get sampling……….! 

Use the applet below to begin collecting data for the randomly generated sample points. 

	The online version of this module contains an interactive applet which allows you to count moss. To find this applet go to: http://mathbench.umd.edu/modules/env-science_sampling/page07.htm
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The 15 sampling points out of 19431 possible spots is actually a pretty low sampling size -- I picked it mainly because it would fit on one screen. Did the percent moss you calculated come out close to the the actual percent moss? If it didn't, its certainly not YOUR fault ... instead, the problem was low sample size.

The same considerations of sample size apply to P/A sampling -- and you generally need more points to get a good sample... The applet below will do all the counting for you, all you need to do is say "stop" when you think that enough sampling has been done, then write up your great Moss Quantification article.As you can see, the estimate of the moss infestation can fluctuate quite a bit, even with 50 or 60 samples.

Impervious Surface

Presence/absence sampling is often used to measure landscapes rather than organisms. If we want to know how much farmland, forest, or city there is on a map, one way to do that is just to pick a lot of random points and calculate the percentage that are farms, or trees, or houses.

One very useful way to think about landscapes is to calculate "impervious surface". What's that? Read on...

When rain falls on open ground, it soaks in (in scientific terms, it "infiltrates"). But when rain falls on a street, parking lot, or sidewalk, it can't soak in. Instead it flows into nearby storm drains. 

Ever wonder where those storm drains go? Mostly, they go directly into the nearest stream, along with any dirt, trash, pesticide, oil or other pollutants it might happen to encounter. Paved surfaces that prevent rainwater from naturally soaking into the ground are called impervious surface, or IS for short. 

Pollution from impervious surfaces is linked directly to land use. This is especially true in the areas right around a stream or river, called the buffer zone. Even 15% impervious surface in the buffer zone may cause serious water quality problems. 

 Below, you can get some practice estimating impervious surface using the presence-absence method. Don't worry, this time the program will do the actual counting...

	The online version of this module contains an interactive applet which allows you to estimate impervious surface. To find this applet go to: http://mathbench.umd.edu/modules/env-science_sampling/page08.htm
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Getting Fancy: Sampling Along a Transect

So far we have been working with an imaginary grid covering a back yard, or individual points chosen at random. This was simple enough because the average back yard isn’t all that large and conveniently, it is often in a square-ish shape. However, in some types of vegetation and terrain, grid sampling can be impractical or prohibitively time consuming. For example, the area being sampled might be too large ... or the shape might be irregular ... or there might be obstacles like roads and streams that you would not want to bother sampling. For these reasons, ecologists and field biologists often use transect samples. 

The transect is simply a strip of land that runs through the area you're interested in. Transect sampling is very popular because it is a much more convenient way of sampling then trying to cover the entire map (and more convenient means less time spent and thus, research funding saved). 

Here are some steps for conducting a simple transect sample: 

1. Randomly select a starting point in your area of interest (throw a dart at a map, for example).

2. From the determined starting point, randomly choose a direction (spin a blindfolded researcher, perhaps).

3. Lay out a transect (using a tape measure or whatever works) from the starting point in the direction you’ve determined. You can decide how long the transect will need to be in order to capture a good representation of what it is you're sampling. 

4. Determine where along the transect you will collect your sample data. You can choose to sample at some preset point, like maybe every 3 feet along the transect, or you could pick random spots along the transect to sample. 

5. When you get to your sample spot along the transect, you will need to outline the boundaries of where you're sampling. Laying out a sampling frame is helpful here. This could be as simple as a hula-hoop or something you construct with plastic pipes or drinking straws (ecologists tend not to have a lot of funding, and often do use drinking straws and duct tape). Set down your sampling frame and begin collecting your data from within it. 

Transect sampling is similar to the random sampling we did for dandelions, except that the sampling is confined to a single strip of land. Another benefit to transect sampling is that you can come back and resample the same transect week after week or year after year. This is extremely helpful if you are interested in how things change over time, such as how forest succession progresses after a fire. 

One hint about transects over time, though -- make sure you mark them well. One time (true story) I went back to sample a transect in a stream and found the general area covered by a 4 foot high sand bar that hadn't been there the week before. A flood had come through and dropped all that sand, and short of a metal detector, I wasn't likely to find the stake marking the transect, or the $100 electronic thermometer attached to it!

Try a Transect

	The online version of this module contains an interactive applet which allows you to practice sampling using a transsect. To find this applet go to: http://mathbench.umd.edu/modules/env-science_sampling/page10.htm
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Making connections

So now you know 2 ways to sample stuff (by "stuff" I mean not only organisms, but also environmental conditions, habitats, pollution and other, well, stuff). And there is certainly plenty of stuff out there to sample. 

But just being able to answer "how many" is not always very satisfying. Often what we really want to know is "how do they (or stuff) interact?" 
Can I show that honeybees like dandelions? 

that housecats are bad for songbirds? 

that pollution is bad for everyone?

In this section we'll talk about three ways that scientists investigate how populations interact with each other or their environment. We'll also look at another, very popular way to sample anything from coral to rainforest.

Pond Pollution Paradox

Let's start with the easiest method first. Say you want to determine whether pollution is bad for fish (this might seem obvious, but a lot of what environmental scientists do is try to prove the obvious so that the public will care and people who make policy will do something about it).

The easiest way to do this is to pick some polluted ponds and some non-polluted ponds and count the fish in each (using a varient of abundance sampling).

Notice I said ponds PLURAL -- why not just sample a single polluted pond and one clean one and be done with it? Well, let's try that...
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Uh oh, what happened? Are there really more fish in polluted ponds? 

A lot of things could have happened. Maybe there was a fishing tournament in the clean pond last week. Maybe Fish and Wildlife just stocked the polluted pond. Maybe aliens came down and kidnapped the population of the clean pond (ok, probably not). But the point is you just got unlucky and happened to pick two ponds that are not representative.

How do you protect yourself from bad luck? Once again, you use multiple samples -- in this case multiple ponds.
Let's see how that turns out. Below we add 4 more clean ponds, and 4 more polluted ponds:

5 clean ponds: 100, 400, 300, 450, 550 fish

5 polluted ponds: 250, 100, 50, 150, 0 fish

OK, now we're getting somewhere!

Proving Polluted Ponds

 Here's the data from the 10 ponds, the way it was collected:

	Pond #
	Type
	# fish

	1
	clean
	100

	2
	polluted
	250

	3
	clean
	400

	4
	clean
	300

	5
	polluted
	100

	6
	clean
	450

	7
	polluted
	50

	8
	polluted
	150

	9
	clean
	550

	10
	polluted
	0


 How can you use this data to support your claim that pollution hurts fish?

First, you could take averages for the polluted vs. clean ponds. Try that now:

	On average, how many fish are in the clean ponds, and how many in the polluted ponds.

· DO NOT calculate an average for all 10 ponds!

· DO calculate an average for the 5 clean ponds

· The average is (100+400+300+450+550)/5 = 1800/5...

· Do the same for the polluted ponds

Answer: 360 fish in clean ponds, 110 in polluted ponds


	So the averages make a pretty strong case that clean water is better for fish. What if you need some graphical backup? Which of these 2 graphs below would be better?
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Answer: 
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The graph on the right is better, since it clearly shows that clean ponds tend to have more fish than polluted ponds ... I bet you thought this was a trick question, or just plain dumb. However, every year half of my students hand in graphs like the one on the left, which is very hard to read.


Proving Polluted Ponds the Elegant Way

 Finally, my favorite way to show this kind of data is to "collapse" the bars down into two columns of dots. Try this below by dragging each of the blue dots to its correct location on the graph.

	The online version of this module contains an interactive applet which allows you to graph effects of pollution of a population of fish. To find this applet go to: http://mathbench.umd.edu/modules/env-science_sampling/page14.htm
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(This kind of plot is easy to make by hand, but a little tricky in Microsoft Excel. What I do is code all the clean ponds with a "1", and all the polluted ponds with a "2". Then I ask Excel to make a scatterplot (or x-y plot) of the data. Finally I turn the x labels (which are 1 and 2) white, and type the correct label over them. Or if this doesn't make any sense, just stick to making it by hand.)

Killer Housecats

Moving along... another issue that's been in the news lately is the possibility that housecats have been decimating songbirds. One post I read suggested that a pet cat who is let outside can kill 20 to 50 birds per year. 

Of course, cats might only be getting those birds that would have been caught by hawks or foxes, or that would have succumbed to cold or heat or hunger. And not every cat is a lean mean killing machine.

So, how could you design a study to test whether housecats are really having an impact? You could approach it like the fish ponds, and look for towns with cats and towns without cats. There's a problem, though: at 90 million strong, cats are the favorite American pet. You probably won't find many towns without them.

Instead, you could sample the populations in a number of towns, and record both how many cats and how many birds there are, like this: 

	Town

	Cats

	Songbirds


	1
	2000
	1600

	2
	3000
	600

	3
	4000
	200

	4
	2800
	1200

	5
	600
	2000

	6
	3500
	400

	7
	1800
	1800

	8
	500
	4800

	9
	2500
	1600

	10
	700
	2200


	
	Note on the data: I made up these numbers, but I based them on real information: an estimate of US bird population of about 6 billion birds (in the summer), and the year-round pet cat population of about 80 million. I assumed cats were concentrated in residential areas, where there would be 1 cat for every 3 people. I assumed that birds would be evenly spread throughout the country. Finally, each sample area was 1 square mile, with a density of about 6000 people (typical of suburban areas).


 Now we just need to figure out how to analyze this data. Here's a way that does NOT help:

· average # of cats: (2000+3000+4000...)/10 = 2140 cats

· average # of birds: (1600+600+200...)/10 = 1640 birds

Why not? We're trying to show that the number of birds DEPENDS on the number of cats. Just taking the average for each is not going to show that. Its an example of MATH RUN AMOK -- you CAN do this, but it doesn't do any good.

Housecats exposed

	  Town
	Cats
	Songbirds

	1
	2000
	1600

	2
	3000
	600

	3
	4000
	200

	4
	2800
	1200

	5
	600
	2000

	6
	3500
	400

	7
	1800
	1800

	8
	500
	4800

	9
	2500
	1600

	10
	700
	2200


 In essence, we need to show TWO different trends here -- cats going up, and birds going down. So, there are a couple of ways we could do that:

· put 2 lines on one graph -- first line showing cats, second line showing birds. Hopefully one will be going up as the other is going down!, or

· put cats on the x-axis and birds on the y-axis

Two of the graphs below do a good job of showing the relationship between cats and birds, and the third does not. Can you tell which is which?
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	Which Graph is this?
· Two lines on one graph

· Cats and birds on different axes

· Math Run Amok

Answer: Math Run Amok -- -- the data need to be sorted first so we can tell what's going on.
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	Which Graph is this?

· Two lines on one graph

· Cats and birds on different axes

· Math Run Amok

Answer:  Cats and birds on different axes
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	Which Graph is this?

· Two lines on one graph

· Cats and birds on different axes

· Math Run Amok

Answer: Two lines on one graph


A couple of points are very important:

1. If you're going to use 2 lines, then SORT the data first!! If you think cats are causing a decrease in the number of birds, sort the towns out from least to most cats (or most to least is fine too). If you don't sort the data, it becomes very hard to read the graph. Just because the datasheet has the towns in a certain order doesn't mean that's how you have to put them on the graph!

2. Cats and birds on different axes is probably the preferred format in scientific settings, because you can do other statistics on the data (like correlation and regression, which we won't discuss here). This is called a scatterplot (because the points are "scattered" around the graph). NEVER use a line or bars for this kind of graph. To do it in Excel, make sure to choose "scatter" or "x-y data" as your chart type.
Honeybee preferences

There are endless variations in the way that sampling data can be used, but I'm just going to show you one more -- a method that can be used to show that an organism, when given a choice, has a preference for a certain environment.

As you may know, humans are highly dependent on honeybees to pollinate our crops -- everything from almonds to zucchini (really, I looked it up on Wikipedia). So anything that distracts the bee from its duties is of concern to a beekeeper. 

What if bees are more attracted to weed species (such as dandelion) than to the species we want them to be pollinating? How could we find out if this is true?

One way would be to follow a bee around (they make miniscule "bee tags" for just this purpose...) and record where it lands. 

Here's an example. Let's follow a bee in a zucchini patch. From previous sampling, we know that the patch consists of 90% zucchini, 10% dandelions. We'll note each spot that the bee lands on, and write "z" for "zuchini" and "d" for "dandelion".

	The bee's path
	d z z d z
	d d z z z
	d z d z z 
	z d d z z


So, the bee visited 20 flowers. 

How many of these were dandelions? 8 (count the d's) 

What % were dandelions? 40% (=8 dandelions/20 visits) 

Meanwhile we know that dandelions comprise only 10% of the field. How can we use these two pieces of information?

Interpreting honeybees 

How will we interpret our bee-in-a-zucchini-patch data set as a whole? 
By looking closer at the data, we can begin to speculate how bees might view dandelions. Put simply, do bees like dandelions?    

Let’s consider three possibilities: 

1. Bees love dandelions -- in that case, we'd expect bees to visit dandelions alot, even when there aren't very many dandelions, so
% dandelion visits > % dandelions in field
2. Bees hate dandelions -- in that case, we'd expect bees to avoid dandelions, even when there are alot of dandelions in a field, so
% dandelion visits < % dandelions in field
3. Bees don't care one way or the other about dandelions -- in that case, we'd expect bees to visit dandelions randomly -- in other words, about as often as dandelions appear in the field, so
% dandelion visits = % dandelions in field
 So, remember our bee data:

	The bee's path
	d z z d z
	d d z z z
	d z d z z 
	z d d z z


Dandelions in field = 10%

Dandelion visits by bees = 40%

Bees prefer dandelions -- the rate of visiting dandelions is much greater than the rate of dandelions occurring in the field. 

This is a somewhat tricky concept, so you might need to go through the reasoning a couple of times. It may help also to think of it in less technical terms. For example: The Hatfield’s and McCoy's are both large families -- you can't help but run into one of them every time you go to town. BUT, if you never see a Hatfield and a McCoy at the same time and place, you might suspect that the two families are avoiding one another:

% times Hatfields occur in town: large

% of times Hatfields occur with McCoy's: small

Conclusion: avoidance

Review: 

Random sampling is a convenient and efficient way to take an estimate of the population without having to count or observe every individual. This is very important when dealing with very large populations.

 In a random sample, every member of the population has an equal chance of being selected as part of the sample. 

Scaling up from the sample set allows us to make an estimate of the population as a whole. 
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In this module we looked at two types of data: presence/absence and abundance. P/A is collected in a simple yes/no fashion, while abundance involves counting the number of individuals in our sample area. Abundance can also be expressed as density by taking the number counted over the area sampled. 

P/A data is especially useful when you are studying something that can’t be counted individually or you are more interested in where something is located than its abundance.  

By relating P/A and abundance data we can observe a correlation in these two data sets.  

A transect sample is a random sample done along a strip in the study area. This is convenient when the study area is very large or otherwise prohibitively difficult to sample. Transect sampling is very popular with ecologists and is useful in showing changes over time because you can resample the same transect year after year.  
